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Chapter 12

Reasoning

In the previous chapters, we considered LLMs for general-purpose applications, where models
generate responses based on input queries. These models can naturally handle a wide variety of
tasks, such as machine translation and question answering. Therefore, many NLP problems can
be framed as text generation tasks and addressed using LLMs. Beyond simple text generation,
a natural next step is developing models capable of deeper thought to solve more complex
problems. In particular, we wish that LLMs can generate intermediate thinking steps and thus
exhibit reasoning abilities.

Reasoning has long been considered one of the most challenging problems in AI. Although
the NLP community has attempted to address it using methods such as parsing sentences into
logical forms, these efforts mainly relied on building reasoning models based on a series of
pipeline modules, which are generally prone to cascading errors. In contrast, LLMs provide
a more general framework for reasoning where the thinking path can be explicitly expressed
as text and so we can enable LLMs to reason during text generation. While reasoning can be
viewed as an emergent ability that arises from scaling LLMs, it requires specific strategies to
invoke this capability, including CoT prompting, inference-time scaling, and training LLMs to
reason.

In this chapter, we will discuss methods for improving the reasoning capabilities of LLMs.
We begin by introducing basic concepts related to reasoning. Next, we present techniques
for developing reasoning models. Since prompting and CoT methods have been extensively
discussed in the previous chapters, here we focus on two lines of research: 1) scaling inference-
time compute and 2) learning to reason. Finally, we summarize the chapter with some remarks.

12.1 Background and Concepts
Here we define the reasoning problem and discuss related concepts.

12.1.1 What is Reasoning?
Historically, artificial intelligence research has categorized reasoning into three primary logical
forms: deduction (deriving specific conclusions from known premises, such as mathematical
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4 Chapter 12. Reasoning

proofs), induction (inferring general rules or patterns from specific examples), and abduction
(finding the most plausible explanation for a set of observations) [Hartshorne and Weiss,
1931]. For a long time, mainstream machine learning and NLP research primarily focused
on inductive tasks. For instance, classic NLP applications like text classification and named
entity recognition can be viewed as inductive tasks: models are trained to generalize mapping
functions from large annotated datasets.

However, with the development of LLMs, researchers are attempting to address more
difficult reasoning problems, such as complex mathematics, agentic planning, and scientific
discovery, which often require rigorous deductive and abductive reasoning. Modern LLM
research has revealed that the standard pre-training objective (i.e., next-token prediction over
massive text corpora) is powerful enough to help models internalize knowledge of language
and the world, including latent reasoning capabilities. The main challenge, however, is that
reasoning is not explicitly modeled during the pre-training phase. As a result, when faced with
a complex problem, LLMs attempt to output the final answer directly, rather than executing a
step-by-step logical derivation.

For instance, consider a simple word problem:

If John’s age is twice Mary’s age, and Mary will be 10 years old in 3 years, how
old is John now?

A base LLM might output an incorrect guess (e.g., 20) by simply associating the keywords
“twice” and “10”. In contrast, a reasoning-capable LLM might explicitly generate the logical
chain before answering:

Mary is currently 10−3 = 7 years old. Therefore, John is 7×2 = 14 years old.

To solve complex deductive and abductive tasks using LLMs, these latent reasoning
abilities must be explicitly activated, whether through prompting techniques such as CoT or
through advanced post-training paradigms such as reinforcement learning.

To better understand the reasoning problem, we can view LLM capabilities using the
dual-process theory in cognitive psychology: System 1 and System 2 thinking [Kahneman,
2011].

• System 1 (Intuitive Thinking): In human cognition, System 1 operates automatically
and quickly, with little or no effort. In the context of LLMs, System 1 thinking corre-
sponds to the paradigm where a model directly outputs the final answer in a single pass.
This mode is efficient and generally sufficient for inductive tasks, such as simple question
answering. However, System 1 thinking is prone to logical leaps and hallucinations
when confronted with complex multi-step problems.

• System 2 (Deliberative Thinking): This mode is slow and conscious, requiring step-
by-step logical derivation. For LLMs, System 2 thinking is engaged when the model is
directed to allocate additional computational resources at inference time to explicitly
generate intermediate reasoning steps. By representing the thought process as text, the
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LLM breaks down complex tasks, verifies intermediate conclusions, and maintains a
coherent logical chain before arriving at the final answer.

For LLM reasoning, the core objective is to activate the System 2 capability. To understand
this, we must look beyond traditional symbolic logic. In classic AI, reasoning is often defined
as the application of hard-coded logical rules over structured knowledge bases. For LLMs,
however, reasoning is an intrinsic text generation process. It can be defined as the ability
to generate a coherent sequence of intermediate steps to reach the final answer. In a sense,
reasoning in LLMs is a mechanism to dynamically allocate more inference compute to harder
problems. Ultimately, reasoning for an LLM is the capacity to encode latent System 2 thinking
into a sequence of thinking steps (reasoning steps).

12.1.2 Why Reasoning Matters

Reasoning is important in NLP research because of its application to several challenging
domains:

• Mathematics: Solving math problems requires strict logic. A model cannot reliably
solve a problem by simply associating the numbers and keywords in the question with
answers seen in similar examples. Instead, it needs to apply mathematical rules step by
step to derive the correct result.

• Coding: Writing software is much harder than simply predicting the next word. The
model must generate code based on specific user requirements and strict code logic.
Especially when tackling complex problems, translating abstract requirements into
functional code requires step-by-step reasoning.

• Agentic Planning: When an LLM is used as an autonomous agent, it has to break down
big, complex goals into small, actionable steps. It also needs to plan ahead and adjust its
actions if things go wrong.

• Scientific Discovery: Helping scientists requires looking at data, coming up with new
hypotheses, and testing them carefully. This relies heavily on step-by-step logical
deduction and abduction.

Beyond solving harder problems, generating reasoning steps offers practical advantages.
Most importantly, it makes the model interpretable. Because the model writes down its thought
process as text, humans can read it and check the logic. They can even find exactly where
a mistake was made. This makes the system much easier to verify and trust. In addition,
reasoning step-by-step helps reduce hallucinations. Instead of making wild guesses when faced
with a hard question, the model grounds its final answer in its own logical steps, which makes
the output much more reliable.
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12.1.3 From LLMs to Reasoning Models
Before LLMs took over, reasoning in AI was mostly about strict rules and logic. Researchers
used methods like symbolic AI and semantic parsing to translate human language into intended
forms, such as knowledge graphs or database queries. While the logic in these classic systems
was very clear and easy to track, the systems themselves were fragile. If they encountered a
word they did not know, or if one small rule failed, the whole process would crash.

When LLMs arrived, the reasoning problem was reframed as a text generation task and
could be better addressed using reasoning-oriented techniques. The development of reasoning
models in the LLM era can be divided into three stages: directly guessing answers, being
prompted to think, and finally, learning how to think.

Early language models were trained mainly to predict the next word. When asked a
question, they tried to output the answer right away. This fast guessing worked well for simple
questions or writing tasks. But for complex math or logic problems, it did not work well. The
models often made mistakes or hallucinated because they did not have a way to pause and
work through the problem step-by-step.

The first breakthrough came when researchers realized that LLMs already possessed hidden
reasoning abilities: they just needed to be awakened. By simply using CoT prompting [Wei
et al., 2022] — asking the model to “think step by step” — the model was forced to write
down its thought process before giving an answer. However, this method still relied heavily on
human hints and did not actually teach the model the underlying rules of logic.

The bigger game-changer recently is using reinforcement learning to train models for
reasoning. Instead of just teaching models to generate text, reinforcement learning methods
train these models through trial and error. When a model finds the right logical path and
gets the correct answer, it receives a reward. Over time, models like OpenAI’s o1 [OpenAI,
2024] and DeepSeek-R1 [DeepSeek, 2025] have shown impressive reasoning abilities, such as
exploring different ideas, double-checking their own steps, and fixing mistakes on their own.

These self-correction and exploration abilities lead to an important research direction:
inference-time scaling [Snell et al., 2024]. The idea is straightforward: by allocating more
computational power during generation, the model can think more deeply to solve harder
problems. Ideally, a model would adjust its thinking time based on how difficult a problem
actually is. However, many current reasoning models take a simpler approach — they just
apply a long thinking process to all queries.

Taking a broader view, scaling compute at inference time benefits reasoning in general.
Even if an LLM has not been specifically trained to reason, we can still boost its problem-
solving abilities by simply giving it more compute to “think”. For example, we can ask the
model to generate multiple different reasoning paths and vote on the best one, or we can use
search algorithms to help it find the correct logical steps.

Reasoning models also motivate the recent development of agents based on LLMs [Yao
et al., 2023; Wang et al., 2024a]. For an AI agent to complete tasks on its own, it needs
reasoning to figure out how to reach a goal step by step. Because real-world tasks rarely go
perfectly, the agent also has to realize when it makes a mistake and know how to fix it. All of
these require the agent to have good reasoning abilities.
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The rapid development of reasoning models also presents interesting but challenging
research directions [Li et al., 2025; Chen et al., 2026]. One direction focuses on efficiency.
For example, if models learn to dynamically adjust their thinking time, they will not waste
compute on simple questions, but will only slow down for the hard ones. Another direction is
expanding reasoning beyond subjects with strict right-or-wrong answers, like math or coding,
to handle open-ended real-world situations. In addition, enabling models to reason across
different types of data, such as images, audio, and physical environments, is a key step toward
building more advanced AI systems.

12.2 Reasoning via Prompting

Prompting is the simplest method to elicit reasoning from LLMs. Because it does not require
any modifications to model architectures or parameters, we can simply use well-crafted input
texts to stimulate the LLM into outputting the reasoning process. One of the most widely used
prompting methods is chain-of-thought (CoT) prompting. The core idea is to encourage the
model to generate intermediate logical derivations before producing the final answer. This
is typically achieved by providing a few step-by-step examples in the prompt, or by simply
appending a direct instruction like “Let’s think step by step” to the query. Below is an example
of CoT prompting, where the CoT instruction is highlighted.

Q: Tom bought 3 pairs of shoes for $40 each and 2 shirts for $20 each. If he
uses a 10% discount coupon on the entire purchase, how much does he pay
in total?

A: Let’s think step-by-step.

First, calculate the total cost of the shoes: 3 pairs multiplied by $40 equals
$120. Next, calculate the total cost of the shirts: 2 shirts multiplied by $20

equals $40. The total cost before the discount is $120+$40 = $160. The
discount is 10% of $160, which is $16. Finally, subtract the discount from
the total cost: $160−$16 = $144. So the answer is $144.

In this example, the LLM produces a reasoning path (underlined text) which contains both
the reasoning process and the final answer. More formally, given a CoT prompt x1, the LLM
generates the most likely output by maximizing the language modeling score, like this

ŷ = argmax
y

Pr(y|x). (12.1)

Here Pr(y|x) is the text generation probability as in standard language models. Each output
is a token sequence y = y0...yn. It represents a reasoning path consisting of a sequence of

1Here a CoT prompt consists of both the user input and the CoT instruction.
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reasoning steps:

y = {ȳ1, ..., ȳnp}. (12.2)

Here np is the number of reasoning steps. Each step ȳi is a sub-sequence of y, which represents
a single logical deduction or intermediate calculation. Note that there are many strategies to
divide a reasoning path into discrete steps, such as segmenting by individual mathematical
operations. For simplicity, in this example, we treat each sentence as an individual reasoning
step. Hence, we have

ȳ1 : First, calculate the total cost of the shoes:
3 pairs multiplied by $40 equals $120.

ȳ2 : Next, calculate the total cost of the shirts:
2 shirts multiplied by $20 equals $40.

ȳ3 : The total cost before the discount is $120+$40 = $160.
ȳ4 : The discount is 10% of $160, which is $16.
ȳ5 : Finally, subtract the discount from the total cost: $160−$16 = $144.
ȳ6 : So the answer is $144.

Given such a reasoning path, we can extract the answer from its last step. There are many
ways to improve this simple CoT-based reasoning approach. For instance, techniques like
self-consistency sample multiple reasoning paths and take a majority vote to identify the most
reliable answer [Wang et al., 2023]. Other strategies include problem decomposition to break
complex queries into manageable sub-tasks [Zhou et al., 2023], self-reflection methods that
prompt the model to critique and correct its own logical errors [Shinn et al., 2023; Madaan
et al., 2024], and deliberate reasoning frameworks that efficiently explore multiple branching
reasoning paths [Yao et al., 2024].

As various CoT-based prompting techniques have been presented previously, we will not
go into detail here. Readers are encouraged to review the techniques covered in Chapter 9.

12.3 Inference-time Reasoning
Inference-time reasoning is closely related to scaling during inference, which has been intro-
duced in Chapter 11. In this section, we extend the previous discussion and focus more on
improving the reasoning performance of LLMs.

12.3.1 Inference-Time Compute Scaling
The success of LLMs heavily depends on scaling up computing power. A common way to
improve these models is training-time scaling. By simply using more training data, larger
model sizes, and more compute, researchers have built very powerful LLMs [Kaplan et al.,
2020; Hoffmann et al., 2022].

However, just scaling up the training process is not enough for complex reasoning tasks.
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Feature Training-Time Scaling Inference-Time Scaling

How it Works Making the model bigger and
feeding it more data during the
initial learning phase.

Keeping the model size fixed,
but giving it more compute to
"think" (e.g., exploring
different paths) before
answering.

Cost to Train Extremely high. Very
expensive and hard to fix if
something goes wrong.

Low to medium. We may pay
to train smaller models to
check its answers.

Cost to Use Predictable. The cost to
generate a token is mostly
based on the model’s size and
the length of the context.

Flexible but can get very high.
The deeper the model “thinks”,
the more expensive it gets.

Hardware Needs
(Inference)

Needs high memory
bandwidth for fast data reading
and writing.

Needs the same high
bandwidth, plus large memory
capacity to explore multiple
long reasoning paths.

Data Needed Massive amounts of general
text.

High-quality, step-by-step
examples (like math proofs)
and a clear way to score if an
answer is right or wrong.

Table 12.1: Comparison of training-time and inference-time scaling

Unlike simple text generation, reasoning needs step-by-step logic and planning. It is impossible
to show a model all possible reasoning paths during training. If we only rely on training to
solve hard math or logic problems, we would need a very large amount of data. Ideally, we
want the model to use simple logical steps to construct its own reasoning path on the fly.
Therefore, it is more appealing to activate such reasoning abilities during inference.

Because of this, a natural idea is to scale compute during the inference phase. Thus, the
LLM can spend more time exploring different reasoning steps before giving the final answer.
A clear benefit of this approach is that it allows for a much more flexible and efficient use of
computing resources. For example, for complex math or logic problems, the LLM can allocate
more time and power, and thus “think” longer. In many cases, a smaller model that is given
extra time to reason during inference can even outperform a much larger model that is forced
to give an immediate answer. We summarize the differences between training-time scaling and
inference-time scaling in Table 12.1.

We can view inference-time scaling as a problem of search scaling. When we give the
model extra compute to “think”, we are essentially allowing it to explore a larger space of
possible logical steps, and to have a much higher chance of finding the optimal solution. This
leads to three key questions:

• How to generate different reasoning paths?
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• How to search through possible steps to find the best one?

• How to check if the intermediate steps and final answers are correct?

In the next subsections, we will address these questions by discussing three topics: sampling
multiple reasoning paths (Section 12.3.2), search strategies for reasoning (Section 12.3.3), and
verification (Section 12.3.4).

12.3.2 Sampling Multiple Reasoning Paths

The most straightforward way to scale compute during inference is to generate not just one,
but multiple reasoning paths for a single input. By generating multiple different paths, we give
the LLM more chances to find the correct logic and the corresponding answer.

To achieve this, it is common practice to introduce randomness into the text generation
process. A typical method is to use temperature sampling, combined with top-k or nucleus
(top-p) sampling. In standard auto-regressive generation, at each position i, the LLM outputs
a probability distribution Pr(·|x,y<i) over the vocabulary V for the next token yi based on
its logits uyi . Temperature sampling modifies this distribution by scaling the logits with a
temperature parameter T > 0 before applying the Softmax function:

Pr(yi|x,y<i) =
exp(uyi/T )∑

y′i∈V
exp(uy′i/T )

. (12.3)

A higher temperature flattens the distribution, thereby encouraging the model to explore a
wider variety of reasoning steps. However, unconstrained randomness can lead to degenerate
or illogical text by occasionally sampling from the “long tail” of low-probability tokens. To
maintain the quality of the generated paths, temperature sampling is typically combined with
vocabulary truncation methods:

• Top-k sampling restricts the sampling pool to only the k most likely next tokens,
redistributing the probability mass among them.

• Nucleus (top-p) sampling uses a dynamic truncation strategy. It selects the smallest set
of top-ranked tokens whose cumulative probability exceeds a threshold p.

By applying these stochastic decoding strategies, given an input x, the LLM can sample a
set of diverse output sequences (i.e., candidate reasoning paths):

Ytop = {ŷ1, . . . , ŷN}. (12.4)

Here N represents the inference-time compute budget. The larger N is, the more compute we
spend exploring different reasoning paths. Once we have this diverse set of paths, the next
problem is how to select the best one. There are two widely used methods for this: Best-of-N
and self-consistency.
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1. Best-of-N (BoN)
We have previously introduced Best-of-N sampling in Section 10 as a method for inference-
time alignment. In that context, we used a reward model r(x, ŷ) to select the output that best
aligns with human preferences.

For reasoning tasks, the concept of BoN sampling remains the same, but the goal shifts.
Instead of a preference reward model, the “judge” is usually a verifier (which we can denote
as a general scoring function v) designed to evaluate how logically sound a reasoning path is.
The verifier assigns a score v(x, ŷ) to each sampled path, and we select the best reasoning path
ŷbest that maximizes the score

ŷbest = argmax
ŷ∈{ŷ1,...,ŷN}

v(x, ŷ). (12.5)

The final answer is then extracted from this highest-scoring path. To understand the BoN
process, let us consider an intuitive analogy. Imagine there is a classroom of N students
solving a math problem . A teacher (the verifier) grades all their scratchpads, and then picks
the student with the highest score.

While BoN sampling is powerful, its effectiveness depends on the quality of the verifier.
If the verifier is weak, it can easily be fooled by flawed logic that accidentally arrives at the
correct final answer (i.e., reward hacking). The design of verifiers will be discussed in more
detail in Section 12.3.4.

2. Self-Consistency
An alternative approach to selecting the best path via a learned verifier is self-consistency.
Self-consistency relies on the intuition that in complex reasoning tasks, there are often multiple
different logical paths that lead to the same correct answer, whereas incorrect reasoning paths
are likely to be diverse and lead to random errors. Instead of scoring the reasoning process,
self-consistency directly marginalizes out the reasoning paths by taking a majority vote over
the final answers. Formally, let A be the set of all possible final answers. For each sampled
path ŷk, we extract its final predicted answer âk =Extract(ŷk). The self-consistency strategy
selects the answer âsc that appears most frequently among the N sampled paths:

âsc = argmax
a∈A

N∑
k=1

1(Extract(ŷk) = a), (12.6)

where 1(·) is the indicator function.

3. Balancing Diversity and Quality in Sampling
When sampling multiple reasoning paths for inference-time compute scaling, we need to seek
a trade-off between diversity and quality. In reasoning tasks, we often desire a diverse set of
sampled paths, which increases the chance of containing the correct logic. A common heuristic
is increasing the sampling temperature. By making the distribution flatter, the sampling process
avoids concentrating only on a few high-probability paths. As a result, lower-probability paths
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are more likely to be chosen, and the model can explore a wider variety of reasoning paths
within the N samples. However, as temperature increases, although the diversity of the samples
improves, the average logical quality of individual paths may degrade.

To achieve a balance between diversity and quality, a straightforward method is to modify
the search objective during the inference stage by introducing an explicit penalty or bonus term.
In this setup, diversity can be mathematically modeled as a function that is combined with the
original generation probability. More formally, the modified search objective can be written as

score(x,y) = logPr(y|x)+λD(y,Ytop). (12.7)

Here logPr(y|x) favors outputs with higher probabilities, while D(y,Ytop) serves as the
penalty or bonus term that encourages diversity relative to the sampled paths Ytop. The
hyperparameter λ controls the strength of this trade-off. The design of D(·) can be quite
flexible. For example, a simple penalty might decrease the scores of tokens or n-grams that
have already appeared frequently in Ytop. Conversely, a bonus function could be designed to
reward distinct semantic differences. Thus, the LLM can produce new reasoning structures
rather than minor rephrasings of the same idea.

From a broader perspective, this sampling dilemma is also related to the exploration–
exploitation trade-off studied in reinforcement learning [Sutton and Barto, 2018]. In RL-based
tuning, an LLM can be viewed as a policy πθ that generates a reasoning path y for a question
x. A general regularized objective can be written as

max
πθ

Ey∼πθ
[R(x,y)]−βDKL (πθ(·|x)∥πref(·|x))+αEntropy(πθ(·|x)) , (12.8)

where R(x,y) measures the quality of the generated reasoning path. The KL-divergence term
constrains the learned policy to remain close to the reference policy. Its main purpose is to
prevent excessive policy drift, and thus reduce undesirable behaviors such as reward hacking or
degradation of language quality. By contrast, the entropy term explicitly encourages the policy
to maintain a less concentrated distribution and therefore promotes exploration during training.

There is a conceptual connection between the RL objective and the diversity–quality trade-
off at inference time, although the two objectives operate in different spaces. At inference
time, the search procedure controls how broadly it explores reasoning paths generated by a
fixed model. In RL-based tuning, the KL regularization controls how far the learned policy
is allowed to move away from the reference policy. A larger KL coefficient keeps the policy
close to the reference model, whereas a smaller coefficient permits the optimization process
to explore a broader region of the policy space in search of higher-reward behaviors. Such
policy changes may enable the model to generate reasoning paths that are unlikely under the
reference policy and may therefore lead to a wider range of outputs.

Both inference-time search and KL-regularized RL involve a balance between conservative
behavior and broader exploration. The difference is that inference-time methods explore
different outputs under a fixed model, whereas RL searches the policy space by updating the
model parameters. In either case, allowing broader exploration may discover better and more
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varied reasoning behaviors, but excessive exploration may reduce quality or stability.

12.3.3 Search Strategies for Reasoning

In practice, finding the optimal reasoning path can be directly cast as a classic search problem:
we start from an initial state, take an action to generate a reasoning step, expand the current
state into a new set of states, and repeat this process until a termination condition is met. Since
we have already introduced several classic search algorithms (such as tree search and beam
search) in Chapters 5 and 11, we will not revisit the details of these algorithms here. Instead,
we focus on how to map the search for reasoning paths onto these classic search frameworks.

To apply a search algorithm to LLM reasoning, we need to define the standard components
of a search problem:

• Search State: For LLM reasoning, the state is the context the model has built so far.
Specifically, at step t, the state st consists of the original query x combined with the
partial reasoning path generated up to this point: st = (x, ȳ1, . . . , ȳt).

• Action: An action is the generation of the next reasoning step (text segment) ȳt+1.

• Transition Model: Taking an action simply appends the new text segment to the existing
state. This produces the next state: st+1 = (st, ȳt+1) = (x, ȳ1, . . . , ȳt, ȳt+1).

• State Evaluation Function: This is a scoring function that assesses the logical correct-
ness of the current state toward the final answer. For example, to evaluate search states,
we can use hard-coded heuristics, or a trained neural verifier.

• Termination Condition: The criteria for stopping the search. This occurs when the
model explicitly generates a final answer sequence, or when the search reaches a prede-
fined computational budget (e.g., a maximum depth of explored nodes).

Once the reasoning task is framed as a search problem, various search algorithms can be
applied to explore the reasoning space efficiently. For instance, simple tree search methods,
such as breadth-first search and depth-first search, can be used to model the LLM’s reasoning
process. In these methods, the model explores multiple candidate thoughts at each step and
evaluates them to decide whether to continue down a path or backtrack when a dead end is
reached. For tasks with higher uncertainty or delayed rewards, Monte Carlo tree search is often
employed. This method helps the model balance exploring new reasoning paths and exploiting
known steps. Sometimes it even integrates external environmental feedback and self-reflection
to refine the search [Yao et al., 2024; Hao et al., 2023; Zhou et al., 2024].

To address the redundancy of tree structures, where multiple different reasoning paths
might converge on the same intermediate conclusion, some methods model the reasoning space
as a graph (such as DAG) [Zhang et al., 2025]. In this way, the model can build more efficient
search space structures, and capture the non-linear interdependencies of logical deduction.
Beyond external search algorithms, it is also possible to internalize search dynamics directly
into the parameters of LLMs. For example, by training LLMs on the execution traces of
heuristic search algorithms like A*, they can learn to implicitly generate the search process
and optimal plans without relying on an external control script [Lehnert et al., 2025].
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While scaling inference-time compute through search is a powerful strategy, the relation-
ship between search effort and reasoning performance is not simply linear. Intuitively, we
might expect that giving a model more time to explore will consistently yield better answers.
However, in practice, the performance gains quickly plateau. One major reason is the inherent
capability ceiling of the LLM: if the model lacks the knowledge to solve a problem, no amount
of search will create the correct logic out of thin air. In addition, as search effort increases, the
diversity of the generated paths drops, meaning the model wastes compute exploring redundant
ideas that offer little new value.

12.3.4 Verification
Next, we discuss the verification problem in reasoning. Note that while we focus on inference-
time methods in this section, many verifiers used in reasoning models still require training.
Therefore, we also present some details on training these models in the following discussion.

1. Process Reward Models
There are two main paradigms for verifying reasoning results: outcome reward models
(ORMs) and process reward models (PRMs) [Uesato et al., 2022; Lightman et al., 2024]. An
ORM evaluates only the final answer of a reasoning path. While easier to train, ORMs are
often insufficient for reasoning tasks because they suffer from “false positives”. To illustrate
this, consider a simple math problem:

Solve for x: 2x+4 = 10.

A model might generate the following reasoning path:

2x+4 = 10 means x must be half of 10, which is 5.

But 5−2 = 3.

Therefore, x= 3.

Although the final answer (i.e., 3) is correct, the logical steps are completely flawed. If we
only use an ORM, this path might receive a high score, and accidentally reinforce incorrect
logic. To address this, we can use PRMs to evaluate the correctness of each individual step in
the reasoning path. Given a reasoning path y = {ȳ1, . . . , ȳnp}, a PRM assigns a correctness
score rt to the current step ȳt, conditioned on the input x and all previous steps ȳ<t. We can
define the step-level verification function as

rt = vprm(ȳt|x, ȳ<t). (12.9)

Here vprm(·) is a neural network that is trained to predict the correctness score. For example,
we can attach a simple classification head (such as a linear layer followed by a sigmoid
activation function) to the output representation of an existing LLM.



12.3 Inference-time Reasoning 15

To determine the overall quality of the entire reasoning path, we can aggregate these
step-level scores. A simple approach is to take the minimum score across all steps. In other
words, we only consider the reasoning correct if its “weakest link” is logically sound. The
verification score is then given by

v(x,y) = min
1≤t≤np

vprm(ȳt|x, ȳ<t). (12.10)

Alternatively, we can define the verification score as the average of the step-level scores

v(x,y) =
1

np

∑
1≤t≤np

vprm(ȳt|x, ȳ<t). (12.11)

To train a verification model, we need an annotated dataset. Unlike training an ORM,
which only requires knowing the final correct answer at the very end of the path, training a
PRM requires step-level supervision. There are two commonly used ways to construct a PRM
training dataset:

• Human Annotation: Human experts manually solve problems and label each inter-
mediate step generated by an LLM as “correct” or “incorrect”. While this method can
yield accurate verifiers, it is expensive and difficult to scale, especially for advanced
mathematics or coding tasks that require domain experts.

• Automated Verification via Rollouts: We can also use automated methods to estimate
the value of a step [Wang et al., 2024b]. For instance, if we have a dataset with known
final answers (like math competitions), we can use Monte Carlo rollouts. From an
intermediate step ȳt, we prompt the LLM to continue generating multiple completed
paths. If a high percentage of these paths eventually reach the correct final ground-truth
answer a∗, we can assume that the intermediate step ȳt is on the right track. Formally,
the estimated value r̂t of a step can be defined as the expected probability of reaching
the correct answer:

r̂t = Ey>t∼πθ
[1(Extract(y>t) = a∗)]. (12.12)

Here y>t is the remaining path from ȳt, and Extract(y>t) represents the answer
extracted from the path y>t. Once these values are estimated through rollouts, a PRM
can be trained to predict r̂t.

2. Generative Verifiers

All the verifiers mentioned above require additional architecture modification and training
effort, for example, we need to train a classification head to output a numerical score. Given
the strong text generation ability of LLMs, another natural approach is to directly prompt
LLMs to evaluate the reasoning steps and generate verification feedback in natural language.
This approach is known as generative verification [Zheng et al., 2023].

Instead of modifying the model architecture to output a single scalar value, we formulate
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the verification task as a standard text generation problem. By feeding the query and the
intermediate steps back into the LLM, we can ask it to serve as a judge. This means that the
model acts like a teacher writing comments in the margins of a test paper, rather than just
assigning a final grade.

To understand how this works, let us look at a simple example. Suppose the model is
solving a system of equations:

Problem: Solve for x and y given 2x+y = 10 and x−y = 2.

We assume that the model has already generated two correct steps:

From the second equation, we can express x in terms of y: x= y+2.

Substitute x into the first equation: 2(y+2)+y = 10.

Now it is attempting a third step which contains a calculation error:

Expand the equation to get 2y+2+y = 10, which simplifies to 3y+2 = 10.

We can combine the original query, steps 1 and 2, and the current step 3 with a verification
prompt (e.g., “Given the previous steps, check if the logic in the current step is correct and
explain your conclusion.”). The generative verifier might then output a textual critique like
this:

Critique: Incorrect. In the current step, when distributing the 2 over (y+2) from
Step 2, you must multiply both terms inside the parentheses by 2. It should be
2y+4, not 2y+2. The correct expansion is 2y+4+y = 10, which simplifies to
3y+4 = 10.

To formalize this generative verification process, we assume that the original input x
consists of a query z and an instruction c that asks the model to verify the step based on the
context. We can concatenate the query z, the reasoning history ȳ≤t, and the instruction c into
a long text. Then, we feed this text as input to an LLM, and obtain a natural language critique
pt:

pt ∼ Pr(·|z, ȳ≤t,c). (12.13)

Here Pr(·) represents the probability distribution modeled by an existing LLM. Thus we can
directly use strong LLMs to give accurate verification without training. Figure 12.1 compares
this generative approach with traditional discriminative verifiers.

While natural language critiques are useful for humans, some search algorithms (such
as tree search) may require numerical scores to rank different reasoning paths. To extract a
continuous score from a generative verifier, a common method is to measure the probability
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Figure 12.1: Comparison between discriminative and generative verification approaches.
Subfigure (a) shows a discriminative verifier which attaches a classification head to the last
hidden layer of the LLM to output a numerical probability of correctness. Subfigure (b) shows
a generative verifier that prompts the LLM with the query z, reasoning history ȳ≤t, and an
instruction c to generate a natural language critique instead of a scalar value.

of the model outputting an indicator token (such as “Correct” or “Incorrect”) as the very first
word of its critique. Therefore, the numerical verification score can be defined as:

v(z, ȳ≤t,c) = Pr(yanchor = “Correct”|z, ȳ≤t,c). (12.14)

Here yanchor is the indicator token that is typically extracted from the output text using
heuristics.

Generative verifiers have several advantages over traditional scalar reward models. First,
they provide interpretability for problem solving. Because the verifier explains its reasoning in
text, developers can diagnose why a reasoning path is accepted or not. Second, they enable
self-correction. Since the text critique often explicitly states how to fix a mistake (like providing
the correct expansion 2y+4 in our example), the reasoning system can directly integrate this
feedback to correct its current state and continue searching, rather than simply discarding
the entire path. Third, they require minimal modification of the architecture. As long as
current LLMs have strong reasoning capabilities, the exact same model can be used as both
the problem solver and the verifier.

3. Formal Symbolic Systems as Verifiers

While neural verifiers are widely used, they share a common weakness: they are still neural
networks. This means they can also hallucinate or make logical mistakes. For tasks that require
strict precision, such as complex mathematics or software engineering, we can also use formal
symbolic systems as verifiers. For example, in code optimization tasks, when a model attempts
to optimize intermediate representation code (such as LLVM-IR), a formal equivalency checker
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(such as Alive2) can automatically verify if the newly generated code maintains the exact same
semantics as the original.

Formal systems strictly follow pre-defined mathematical and logical rules, and so their
judgments are 100% reliable. To use a formal system as a verifier, the LLM must generate its
reasoning steps as executable code or formal mathematical statements rather than just plain
natural language. For example, when solving a math problem, the LLM might write a small
Python script to perform a specific intermediate calculation. The system then executes this
code using an external tool. The verification process is very straightforward:

• If the code runs without errors and produces a valid output, the reasoning step is verified
as correct.

• If the code throws an error (such as a syntax error or a math violation), the reasoning
step is verified as incorrect.

Formally, let an intermediate step ȳt be a generated block of code or formal logic, and let
E represent the formal execution environment. The verification score can be defined as:

v(x, ȳ<t, ȳt) =

{
1, if E(ȳt) returns the correct result,

0, otherwise.
(12.15)

This approach has a clear advantage: it eliminates the “false positives” caused by verifier
hallucinations. Furthermore, when the execution fails, the formal system usually generates an
error message. This error message can be fed back into the LLM to help the model understand
what went wrong and correct its logic in the next attempt.

However, using formal symbolic systems also comes with limitations. First, it requires
the LLM to have strong coding or formalization skills, as translating abstract reasoning into
strict code is difficult. Second, while formal systems are perfect for math and coding, they are
not suitable for open-ended, real-world tasks (like writing an essay or planning a trip) where
reasoning cannot be easily mapped to rigid logical rules.

12.4 Learning to Reason
Improving the reasoning capabilities of LLMs is challenging, and therefore generally requires a
combination of multiple methods. As discussed in the previous section, inference-time scaling
aims to activate the “thinking” process of existing LLMs during generation. Alternatively, a
natural idea is to internalize these reasoning abilities directly into the model parameters during
training. In this section, we will focus on this “learning to reason” paradigm.

Reasoning data can be incorporated into any training phase. For example, during pre-
training, reasoning paths can simply be added as normal text for standard next-token prediction.
Also, we can consider reasoning-based training in the post-training phase. For example,
during supervised fine-tuning, models can be fine-tuned on high-quality instances of step-by-
step problem-solving. This is commonly achieved by training the model on datasets with
CoT trajectories. Furthermore, reinforcement learning can be applied to further optimize
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these reasoning processes. Here we focus on incorporating reasoning-based supervision in
LLM alignment. In the following subsections, we will discuss supervised reasoning data,
process supervision, reinforcement learning techniques, and strategies for scaling reasoning
capabilities.

12.4.1 Supervised Reasoning Data
Formally, in supervised fine-tuning, an LLM is trained on a dataset of input-output pairs
D = {(x,y)}. The standard training objective is

θ̂ = argmax
θ

∑
(x,y)∈D

logPrθ(y|x), (12.16)

where Prθ(·) denotes the model parameterized by θ.
If y is simply the final conclusion, the model learns to predict the answer without explicitly

generating the corresponding reasoning path. For reasoning-based training/tuning, we instead
redefine y as a reasoning path. As shown in Eq. (12.2), we can represent the output as a
reasoning path consisting of a sequence of reasoning steps y = {ȳ1, ..., ȳnp}. Thus, we can
rewrite the above objective as

θ̂ = argmax
θ

∑
(x,{ȳ1,...,ȳnp})∈D

logPrθ(ȳ1, ..., ȳnp |x). (12.17)

In this way, the model is explicitly provided with reasoning details and is trained to generate a
complete reasoning path, including the final conclusion.

In practice, to separate the core reasoning process from other parts of the output, reasoning
models often use special formatting tokens. A widely adopted approach is to wrap the core
reasoning steps inside <think> and </think> tags. When an LLM generates text using
this format, the reasoning steps written inside the tags are referred to as a CoT trace (or simply
a reasoning trace). We can think of this CoT trace as the scratchpad of the LLM. Just like a
student taking a math exam who writes down intermediate calculations on scrap paper before
writing the final answer on the official exam sheet, the LLM uses the <think> block to “show
its work”.

For example, a training instance formatted with these tags might look like this:

What is 15% of 80?

<think>

To calculate this easily, I can break 15% down into 10% and 5%.
First, 10% of 80 is 8.
Next, 5% is half of 10%, which is 4.
Adding them together: 8+4 = 12.
</think>

The answer is 12.
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Here the query is “What is 15% of 80?”. There are five steps in the output, where steps
1-4 represent the CoT trace and step 5 represents the conclusion. Both the <think> and
</think> tags are valid tokens, and so the model will learn to generate them to indicate
the core reasoning steps. On the user end, we can remove such tags to show a clean output.
Note that in practical applications, the output might be very complex and include content
not related to reasoning. Therefore, introducing <think> and </think> tags can help the
model concentrate on solving the reasoning problem.

Reasoning data can also be represented using various other formats. One straightforward
alternative is a natural language step-by-step format. Instead of using special tokens, the data
relies on text prefixes, such as “Step 1:”, “Step 2:”, or simply “Thought:” followed later by
“Answer:”. Furthermore, reasoning data can be structured using role-based message separation.
In modern chat templates, instead of mixing the reasoning and the answer in a single message,
the reasoning trace is assigned to an internal role (e.g., a “thought” or “system_scratchpad”
role), while the final conclusion is assigned to the standard “assistant” role. This separates the
internal thinking of the LLM from the user-facing response at the system level.

12.4.2 Process Supervision
As we discussed in Section 12.3.4, PRMs are powerful tools for verifying reasoning steps
during inference. A natural extension is to use it to guide the training of LLMs through process
supervision.

In standard outcome supervision (such as supervised fine-tuning), the model is only
evaluated on the final outcome of the entire reasoning path y. If the model generates a
sequence of five steps and makes a logical error in the third step, an outcome-based training
approach might simply penalize the entire sequence. The model is left to guess which exact
step caused the failure. This is known as the credit assignment problem [Minsky, 1961;
Sutton, 1984].

Process supervision solves this by applying training signals at the step level. Instead of
a single reward for the whole path, the model receives feedback for every individual step ȳt.
For example, imagine teaching a student to solve a complex algebra equation. If you only
look at the final number they write down and say “Wrong”, the student does not know if they
misunderstood the formula, made a simple addition error, or forgot a minus sign. Process
supervision is like a teacher pointing specifically to line 3 and saying “Your logic broke down
here”.

Process supervision is typically framed as a reinforcement learning problem. To apply
reinforcement learning to process supervision, we generally follow a training loop of three
steps:

• Rollout: The LLM receives an input x and generates a full reasoning path y =

{ȳ1, . . . , ȳnp}. The rollout process can be repeated multiple times to generate a set
of reasoning paths Y .

• Verification: A reward model (i.e., a PRM checking intermediate steps) evaluates each
path y and returns a reward score R(x,y).

• Update: A reinforcement learning algorithm uses these rewards to update the model
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parameters θ.
A simple training objective can be formalized as maximizing the expected reward

J(θ) = Ey∼Prθ(·|x) [R(x,y)] . (12.18)

We can modify this objective to have more robust training, such as introducing the advantage
function into the objective as in PPO.

While this looks like a standard reinforcement learning workflow used in general LLM
alignment (as described in Chapter 10), there is a fundamental difference in the nature of
the reward. In typical LLM alignment tasks, the reward model usually evaluates the entire
generated text and returns a sparse reward at the very end. The reinforcement learning algorithm
then struggles with the credit assignment problem, as it has to guess which tokens or segments
actually contributed to that final score.

In contrast, reasoning unfolds step-by-step. Therefore, the verification score, which we
will denote as vt = v(x, ȳ≤t) for simplicity, is inherently a step-level signal. This characteristic
makes reasoning tasks well-suited for modern reinforcement learning. Because vt is generated
step by step, it naturally transforms a sparse-reward language generation task into a dense-
reward environment.

The main technical question then becomes how to properly transform these natural step-
level scores vt into the formal training signals (such as structured step rewards rt or advantages
At) required by the algorithms. Depending on the output format of the PRM and the reinforce-
ment learning framework, we consider the following three methods.

1. Training with Binary Verification Scores
In some cases, the PRM acts as a strict rule checker (such as a math calculator or a code
compiler). It simply returns a binary score: vt ∈ {0,1}. A score of 1 means that the logic at
step t is correct given the previous steps, and 0 means that a logical error occurs at this step.

When dealing with binary scores, the idea is straightforward: a single wrong step invalidates
the entire reasoning path. If we want to assign a sequence-level reward R(x,y) for the whole
path, we can simply multiply all the step scores together

R(x,y) =

np∏
t=1

vt. (12.19)

Hence the model only gets a positive reward if the verification score of every single step is 1.
Alternatively, if the reinforcement learning algorithm supports step-level rewards (denoted

as rt), we can penalize the model exactly where the failure happens. For example, we can give
a reward of 1 as long as the steps remain correct (vt = 1). The moment the model makes a
mistake (vt = 0), we assign a negative reward and stop the generation.

2. Training with Real-valued Verification Scores
In most neural PRMs, the verifier outputs a continuous real number vt ∈ R. This could be
a probability from 0 to 1 (indicating the confidence that the reasoning path is correct) or an
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unnormalized scalar value.
To apply continuous verification scores, the most common technique is reward shaping.

Instead of using absolute scores, we define the immediate step reward rt as the marginal
difference between the current step and the previous step:

rt = vt−vt−1. (12.20)

This method is very intuitive. Imagine a PRM estimating the probability of getting the
final answer right. If Step 1 has a confidence of 0.4, and Step 2 contains a brilliant deduction
that raises the confidence to 0.9, the reward for Step 2 is r2 = 0.9−0.4 = +0.5. The model
is rewarded for that specific logical leap. If Step 3 introduces a calculation error and the
confidence drops to 0.1, the reward is r3 = 0.1−0.9 =−0.8.

When we sum these shaped rewards across the entire sequence, we have a “telescoping
sum” that forms our sequence-level reward R(x,y):

R(x,y) =

np∑
t=1

rt

= (v1−v0)+(v2−v1)+ · · ·+(vnp −vnp−1)

= vnp −v0. (12.21)

Here, v0 is generally assumed to be 0. In this derivation, the intermediate scores cancel out.
This means that the overall sequence reward remains consistent with the evaluation of the final
step.

To understand how this step-by-step dense reward actually trains the model, we need to
connect it to the reinforcement learning objective. As is shown in Eq. (12.18), our goal is
to maximize the expected total reward over all possible generated paths. To make training
efficient and have proper credit assignment, we typically use the principle of causality: an
action taken at step t can only affect the rewards received after this step. Therefore, rather than
evaluating a step using the entire sequence reward, we evaluate it using the future return Rt,
which is defined as the sum of rewards from step t to the end of the sequence:

Rt =

np∑
k=t

rk

= vnp −vt−1. (12.22)

Finally, we can train the model using the surrogate loss function

L(θ) = −
np∑
t=1

logPrθ(ȳt|x, ȳ<t) ·Rt. (12.23)

This loss function provides a step-level feedback mechanism. For any generated reasoning
path, the model looks at the future return Rt at each step t. If Rt is positive, the loss function
pushes the model to increase the probability logPrθ(·) of generating this step. If Rt is negative,
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it serves as a penalty, which pushes the model to avoid generating this step in the future.

3. Incorporating Verification into the Advantage Function

Many reinforcement learning algorithms (such as PPO) optimize the model using the advantage
function At, which measures how much better an action was compared to what was expected.
Instead of treating verification scores as raw rewards, we can incorporate them into the
advantage calculation.

One method is to introduce step-level verification into the temporal difference error. If the
PRM is trained to estimate the expected future reward, we can treat it as the value baseline in
standard actor-critic reinforcement learning. We calculate the advantage At using the temporal
difference error

At = r̃t+γvt−vt−1, (12.24)

where r̃t is any external reward from the environment (usually 0 during intermediate thinking
steps) and γ is the discount factor.

Another method is to improve the design of the group relative advantage. In group relative
policy optimization (GRPO), we dispense with absolute verification scores [Shao et al., 2024].
Instead, we compute the advantage by comparing a group of reasoning paths. For an input x,
the LLM generates a group of different reasoning paths. A verifier assigns a score v

(i)
t to the

t-th step of the i-th path. The advantage A
(i)
t is calculated by accumulating the standardized

scores from step t to the end of the path, as follows

A
(i)
t =

n
(i)
p∑

k=t

ṽ
(i)
k , (12.25)

where n
(i)
p is the total number of steps in the i-th path, and ṽ

(i)
k is the standardized score,

defined as:

ṽ
(i)
k =

v
(i)
k −µ

σ
, (12.26)

where µ and σ are the mean and standard deviation of the scores across all steps of the paths in
the group. For example, if a model explores 5 different ways to solve an equation, and path
#3 executes a step that scores significantly higher than the average of all steps in these paths,
path #3 receives a positive advantage. Here, the group average µ serves as the baseline, which
removes the need to train and run a separate value network.

Once the advantage At (or A(i)
t ) is calculated using either of these methods, it can be used

as the scaling weight in the loss function. A simplified version of the advantage-based loss
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function can be written as2:

L(θ) = −
np∑
t=1

logPrθ(ȳt|x, ȳ<t) ·At. (12.27)

Note that the benefit of using the advantage At over the raw return Rt is variance reduction.
By subtracting a baseline, whether it is an estimated value vt−1 or a group average µ, the
advantage function provides a relative performance measure. It tells the model not just whether
a reasoning step is logically sound, but whether it is better than expected. This relative feedback
prevents the model from being overwhelmed by queries that are too easy or too hard.

12.4.3 On-Policy Distillation for Reasoning

While process supervision provides step-by-step reward signals to guide reasoning, it still
relies on a scalar value to tell the model how well it is doing. To provide an even richer
training signal, we can employ on-policy distillation (OPD). This method is generally used in
post-training of LLMs, and aligns well with the goal of step-based supervision: making the
training signals as dense as possible.

Standard knowledge distillation can be viewed as a kind of off-policy distillation. A
smaller “student” model learns by mimicking the reasoning paths generated by a stronger
“teacher” model. The student is trained on a fixed dataset of these pre-recorded paths. However,
reasoning is a long and fragile process. If the student makes a small mistake or chooses a
slightly different valid approach during actual generation, it enters a state it has never seen in
the training data. Because the student does not know how to recover from its mistakes, the
reasoning process may collapse. This phenomenon is known as exposure bias or distribution
shift.

The core idea of OPD is that the student model learns from its own generated trajectories,
rather than from trajectories sampled from the teacher model. Formally, let the teacher model
be Prt(·) and the student model (parameterized with θ) be Prsθ(·). The typical procedure of
OPD consists of two steps:

• Student Rollout. Given an input x, the student model uses its current parameters θ to
generate a reasoning path y = {ȳ1, . . . , ȳnp}. Because the student generates this path
itself, it naturally explores its own reasoning behaviors. This includes making slight
deviations, taking alternative approaches, or even making mistakes that a teacher would
never make.

• Teacher Guidance. We then feed this student-generated path to the teacher model.
At each step t, instead of providing a scalar reward, the teacher model calculates the
probability distribution for the next step Prt(·|x, ȳ<t).

Ideally, the student model is updated to align its step-level probability distribution with

2Note that advanced algorithms like PPO and GRPO usually enhance this objective by adding a clipping
mechanism (restricting the probability ratio between the new and old policies) to prevent the model parameters
from changing too drastically in a single update. However, the core mathematical principle remains the same.
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the distribution generated by the teacher model. The objective is to minimize the expected KL
divergence between the two distributions over the reasoning paths generated by the student
model:

Lstep(θ) = Ey∼Prsθ(·|x)

[ np∑
t=1

DKL

(
Prsθ(·|x, ȳ<t)∥Prt(·|x, ȳ<t)

)]
. (12.28)

However, calculating this step-level distribution is computationally intractable in practice.
Because a reasoning step ȳt typically consists of multiple tokens, the probability distribution
over all possible multi-token steps resides in an exponentially large space.

To address this, we fall back to the standard OPD approach, which operates at the token
level. By treating the generated reasoning path as a token sequence y = {y1, . . . ,yn}, the
objective is reformulated to compute the KL divergence token by token over the vocabulary:

Ltoken(θ) = Ey∼Prsθ(·|x)

[
n∑

i=1

DKL

(
Prsθ(·|x,y<i)∥Prt(·|x,y<i)

)]
. (12.29)

This objective is then approximated using sampling. For a given input x, we simply perform
a rollout to generate one (or a small batch of) reasoning paths from the student model, and
calculate the token-level KL divergence on these sampled rollouts.

Figure 12.2 compares OPD with supervised fine-tuning and process supervision. To further
understand the difference among these methods, imagine a student trying to solve a complex
geometry problem:

• Supervised Fine-tuning. This is like giving the student a textbook filled with the correct
solutions written by the teacher to memorize. If the student decides to draw an auxiliary
line differently than the textbook did, the textbook offers no help on how to proceed
from that new starting point.

• Process Supervision (RL with PRMs). This is like having a strict grader who checks
the student’s work step-by-step and says, “+1 point for step 1”, and “-1 point for step 2”.
It tells the student where they went wrong, but not how to fix it or what the correct next
step should be.

• On-Policy Distillation. This is like having an expert tutor sitting right next to the student.
When the student draws that unusual auxiliary line (a state not in the standard textbook),
the tutor looks at the student’s current state and says, “Okay, since you drew the line
here, your next best step is to calculate this specific angle.”

Because the supervision of OPD comes in the form of a full probability distribution over
the vocabulary, the student receives a very dense and rich learning signal. It learns not only
what the single best next step is, but also the probabilities of other valid alternatives. This
rich feedback is well suited for reasoning because it teaches the student model how to recover
from deviations and maintain logical consistency across the entire output sequence, rather than
just treating a rationale as an isolated component. However, applying on-policy distillation
comes with a high computational cost. The process requires running a large teacher model
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Figure 12.2: Comparison of supervised fine-tuning, process supervision, and on-policy distilla-
tion methods. In supervised fine-tuning (a), the student model is trained off-policy to maximize
the likelihood of golden target outputs provided by a human or a teacher model. In process
supervision (b), the student model generates its own reasoning path, and a verifier evaluates
these self-generated steps to compute advantages. In on-policy distillation (c), the student
also generates its own path, but instead of scalar rewards, a teacher model provides a dense,
token-level probability distribution at each step. The student is updated by minimizing the KL
divergence between its own predicted distribution and the teacher’s distribution.

alongside the student during training to calculate probability distributions in real time. This is
more expensive than standard off-policy distillation, where the outputs of the teacher model
are only generated once and stored in a static dataset.
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12.4.4 Scaling Training for Reasoning
Scaling is a core strategy in the era of LLMs. When dealing with complex reasoning tasks,
scaling the training process is a natural idea. Here, we briefly discuss several key aspects
of scaling training for reasoning LLMs: large-scale reinforcement learning, synthetic data
generation, and long-context scaling.

1. Large-scale Reinforcement Learning
Reinforcement learning has become a primary approach to improving the “System 2” reasoning
abilities of LLMs. For example, the success of many powerful reasoning models comes
from scaling up reinforcement learning rather than using supervised fine-tuning only. An
interesting phenomenon observed during large-scale reinforcement learning-based training is
the emergence of the “aha moment” [DeepSeek, 2025]. Without explicit human annotation,
LLMs learn to pause, recognize when they have made a mistake, or even backtrack to try a
different approach. These abilities are difficult to elicit when relying solely on limited labeled
data and standard supervised training. As training compute scales, the model can allocate
longer CoT traces to harder problems, and thus discover how to think deeply on its own [Snell
et al., 2024].

Recent large-scale empirical studies have demonstrated that the relationship between
reinforcement learning compute and reasoning performance can be modeled by an S-shaped
curve [Khatri et al., 2025; Tan et al., 2026]. A key finding from this scaling law is that different
training choices impact the curve differently. For instance, increasing the base capabilities of
the LLM (e.g., using larger architectures or MoEs) and expanding the context window length
can increase the performance limit. Conversely, algorithmic improvements, such as changing
the loss function or adjusting advantage normalization, mainly make better use of the available
compute budget but do not significantly improve the final performance.

Scaling reinforcement learning is difficult. First, the computational cost is very high. For
every training sample, the system generally performs a rollout (running the model for inference)
and then calls an extra reward model or another LLM to evaluate the generated output. When
the number of training samples increases, this cost becomes significantly higher than that of
standard supervised fine-tuning. This computational burden also makes running experiments
and trial-and-error much more difficult. Furthermore, reinforcement learning methods are
generally complex and require very careful tuning to achieve good results. For example, they
are sensitive to hyperparameter settings and training data. As a result, reinforcement learning
methods are relatively fragile. When training on a massive scale, ensuring that the system runs
stably (for instance, making sure the training loss decreases steadily) is not just a machine
learning problem, but also an engineering challenge.

2. More Synthetic Data for Reasoning
Because high-quality human annotations for complex multi-step reasoning are scarce, scaling
training data often relies on synthetic data generation. Instead of manually writing step-by-step
proofs, researchers use strong LLMs to generate diverse reasoning trajectories, which are then
filtered and curated to train new models [Zelikman et al., 2022; Mukherjee et al., 2023].
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To generate synthetic data for reasoning, a common approach is to sample multiple
reasoning paths from teacher models for a given seed question [Wang et al., 2023]. We can
then apply verifiers or execution environments to evaluate these paths, and retain only those
that arrive at the correct final answer through sound logical steps. Furthermore, models can be
used to generate variations of existing problems (e.g., changing numerical values or structural
constraints in math and coding tasks) to expand the distribution of training data.

3. Scaling Context Length
As reasoning models tackle increasingly complex problems, the length of reasoning paths
has become a primary bottleneck. The demand for large context windows in reasoning arises
from several sources. First, to elicit deep System 2 thinking, the input prompt itself often
requires extensive context. This includes detailed logical constraints, complex environment
rules, or multiple long few-shot CoT examples. Second, the generated reasoning process for a
complex task can easily span thousands or even tens of thousands of tokens before arriving at
the final conclusion. Third, recent advances in LLM agents have also increased the demand for
reasoning. Agentic reasoning often extends over many rounds of interaction, creating an even
greater need for long context windows.

This demand has directly driven the LLM industry to develop models that support massive
context windows. For instance, many LLMs now support context lengths of up to 128K tokens,
and more advanced models, such as Anthropic’s Claude 3.5 [Anthropic, 2024] and Google’s
Gemini 1.5 [Google, 2024], support hundreds of thousands of tokens, or even one million
tokens. The interested reader may refer to Chapters 6 and 8 for a more detailed discussion on
long-context LLMs.

However, handling long contexts for reasoning leads to new challenges that go beyond
general context compression. In tasks like summarizing a long novel or extracting key points
from documents, an LLM can afford to compress information and lose minor details. In
contrast, reasoning requires strict, high-precision logical continuity. Every intermediate step is
a critical link in a heavily interdependent chain. If the model “forgets” a specific assumption
defined in the prompt, or loses track of a variable calculated in step 2 while executing step
50, the entire derivation collapses. Therefore, scaling context for reasoning is not just about
expanding the KV cache to store more tokens. It requires the model to achieve reliable retrieval
across long distances and to maintain strict logical consistency.

12.5 Evaluating Reasoning LLMs
In this section, we discuss how to evaluate reasoning LLMs. This task is similar to evaluating
standard LLMs [Chang et al., 2024]. However, reasoning problems are so complex that we
often need more detailed evaluation and other special considerations.

12.5.1 Outcome-based vs. Process-based Evaluation
When evaluating how well an LLM reasons, the easiest and most common method is outcome-
based evaluation. In this approach, we only look at the final answer produced by the model.
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If the final answer matches the ground truth, the model is considered correct. This method
is widely used in popular reasoning benchmarks, such as GSM8K [Cobbe et al., 2021] and
MATH [Hendrycks et al., 2021]. However, outcome-based evaluation has the “right answer for
the wrong reason” problem, also known as a false positive. A model might generate flawed
logical steps but accidentally arrive at the correct final number. If we only check the final
outcome, we might incorrectly conclude that the model possesses strong reasoning capabilities
when it just got lucky.

For more detailed evaluation, we can use process-based evaluation. Instead of just
checking the final answer, we can examine the entire reasoning path step by step [Wang et al.,
2024b; Xia et al., 2025]. A model is only considered correct if both its intermediate logic
and its final conclusion are sound. This is an ideal method but is very difficult to implement
in practice. The main challenge is that step-level “gold data” is scarce and expensive to
create. Furthermore, for any complex problem, there is an exponentially large number of valid
reasoning paths. It is infeasible to manually list all correct intermediate steps for every path a
model might take.

To make process-based evaluation more practical, we can narrow the scope to evaluate local
reasoning decisions. One approach is to reduce the problem to a simple next-step evaluation
task: given a correct sequence of previous steps, we check whether the reasoning model can
correctly choose or generate the next logical step. To do this, it is straightforward to use PRMs
to evaluate the quality of each step generated by the LLM. This method is also related to reward
model evaluation [Lambert et al., 2025]. Instead of examining the output of the reasoning
model, we assess the quality of the PRMs. Furthermore, we can consider the fundamental
capabilities of reasoning models, such as their ability to identify errors in a given reasoning
path. This can also be viewed as a test of their meta-reasoning abilities: we ask the model not
just to reason, but to evaluate the reasoning process itself [Zeng et al., 2024].

In practice, process-based evaluation is not based on a single standard. We can judge the
quality of a reasoning step from different angles, such as logical consistency, coherence, and
objectivity [Lee and Hockenmaier, 2025]. However, while process-based evaluation is much
more detailed, it comes with a much higher annotation cost, and is often not robust enough.
Therefore, most real-world research still relies on the simpler outcome-based evaluation.

12.5.2 Evaluation Metrics

Here we list some metrics used for evaluating reasoning LLMs.

• Exact Match and Accuracy: This is the simplest and most widely used metric for tasks
with definitive final answers, such as math word problems. Suppose we have a dataset D
consisting of N problems. For the i-th problem, we extract the final answer âi from the
generated reasoning path and compare it to the ground truth a∗i . The accuracy is defined
as:

Accuracy =
1

N

N∑
i=1

1(âi = a∗i ). (12.30)
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In practice, the exact match method (checking if the strings are perfectly identical) can
be too strict, for example, we reject “0.5” when the ground truth is “1/2”. Therefore,
researchers usually apply rule-based scripts to normalize the answers into a canonical
format before comparison.

• Pass@k: Because LLMs are probabilistic, a single decoding attempt might fail in
reasoning due to a minor error. Pass@k measures the probability that the model can find
at least one correct answer if it is allowed to generate k independent reasoning paths
[Chen et al., 2021]. This metric is especially popular in code generation and complex
math tasks. For the i-th problem in D, if we sample Ns ≥ k paths and Ci of them contain
the correct answer, the Pass@k score is defined as:

Pass@k =
1

N

N∑
i=1

(
1−

(
Ns−Ci

k

)(
Ns

k

) )
. (12.31)

To generate multiple different reasoning paths, we can use the sampling methods de-
scribed in Section 12.3.2.

• Cons@k (Consensus@k): Unlike Pass@k, which requires an oracle to verify whether
each of the k sampled answers is correct, Cons@k constructs a consensus answer without
identifying the correctness of individual samples. Specifically, we generate k reasoning
paths, extract their final answers, and select the most frequent answer through majority
voting [Wang et al., 2023]. The consensus answer âmaj

i for the i-th problem is defined as:

â
maj
i = argmax

ai

k∑
j=1

1(âji = ai), (12.32)

where âji is the final answer extracted from the j-th reasoning path. The final accuracy is
then obtained by comparing âmaj with the ground truth:

Cons@k =
1

N

N∑
i=1

1(â
maj
i = a∗i ). (12.33)

Cons@k provides a practical evaluation approach for real-world reasoning systems, as it
measures whether a model can consistently arrive at the correct answer. Compared with
Pass@k, which evaluates whether at least one sampled response is correct, Cons@k em-
phasizes the reliability of reasoning by favoring answers that are consistently supported
across multiple sampled reasoning paths.

• LLM-as-a-Judge: For open-ended reasoning tasks, such as agentic planning or complex
open-domain questions, rule-based exact matching often fails. In such cases, we can
employ LLMs as automated judges. For instance, a judge LLM can be prompted to
evaluate the generated intermediate steps and score them based on predefined criteria.
Alternatively, LLMs can be used to compare two reasoning models. The judge is
presented with the outputs from both models for the same query and decides which
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reasoning path is superior, or if the result is a tie. The win rate then reflects the percentage
of times a specific model is preferred.

12.5.3 Open Issues

One issue is data contamination. As language models are trained on increasingly massive
datasets collected from the internet, it becomes very difficult to keep test data out of the
training process. If a model has already seen the questions from a reasoning benchmark (like
MATH or GSM8K) during its pre-training phase, it might simply be reciting a memorized
solution instead of actually reasoning on the fly. This makes it hard to determine whether
high benchmark scores reflect true problem-solving abilities or just good memory. To address
this, the community is encouraged to explore new benchmarks, where problems are updated
continuously, as well as private hold-out sets that are never released to the public.

Another issue is robustness. Current reasoning models are sometimes fragile. A model
might solve a complex math problem perfectly, but fail completely if the exact same question
is rephrased slightly or if irrelevant details are added to the prompt. This sensitivity suggests
that models sometimes rely on superficial text patterns rather than truly understanding the
underlying logic. For more robust reasoning, we need LLMs to easily adapt to new or even
more challenging tasks.

Moreover, LLMs may generate hallucinated or unfaithful reasoning paths. For example,
they might invent fake mathematical rules to reach a conclusion. In some cases, the generated
text might look like a perfect logical deduction, but the model actually arrived at the answer
via a hidden mechanism (such as a lucky guess or a memorized shortcut). This unfaithfulness
highlights a gap between the text the model outputs and its actual internal representations. In
reinforcement learning setups, this is often related to the reward hacking problem. If models
are only rewarded for the final answer, they often learn to cheat the reward system with flawed
logic. Therefore, it is valuable to introduce step-by-step supervision in RL, such as process
supervision, to check if each intermediate step is truly correct.

The fourth issue is benchmark saturation. The rapid progress of reasoning LLMs means
that standard evaluation benchmarks are quickly becoming outdated. Models are now achieving
near-perfect scores on tests that were considered extremely difficult just a year or two ago. This
benchmark saturation makes it difficult to compare new models or measure real progress in the
field. Therefore, researchers need to develop harder tests that evaluate true logical derivation
on novel problems. Note that human-level reasoning is often open-ended and interactive. An
alternative approach to testing reasoning models might be to use them in autonomous agents,
which can explore, use external tools, and recover from their own errors.

12.6 Remarks

We now discuss some interesting issues related to reasoning LLMs.
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12.6.1 External Reasoning vs. Internal Reasoning

In previous discussions, we assumed that the reasoning process can be well captured by a text-
based reasoning path (e.g., CoT). This raises a fundamental question: Does the generated CoT
text actually reflect how the model reasons? This inquiry leads us to examine the distinction
between externalized reasoning and the true internal “thinking” processes.

When we prompt an LLM to think step by step, we are forcing it to externalize its
computation into discrete tokens. However, we cannot simply view this text sequence as the
actual reasoning process. On one hand, an LLM might generate a detailed and logically sound
CoT, but the actual decision-making might have already occurred implicitly within the hidden
representations of the very first few tokens. On the other hand, a model might produce a
flawed or nonsensical CoT, yet still output the correct final answer, suggesting that its internal
representations are tracking the task differently from what the generated text implies.

Researchers have demonstrated that CoT explanations can be deceptive [Turpin et al.,
2023; Chen et al., 2025]. For example, LLMs may have bias towards generating a logical CoT
to reach an incorrect answer, though the correct answer has been mentioned in the prompt.
To uncover how LLMs actually think, researchers are turning to neuron activation analysis
and mechanistic interpretability. The goal is to understand what happens inside the hidden
layers of an LLM during the generation process. For example, in Fraser-Taliente et al. [2026]’s
work, natural language auto-encoders are used to convert the activations into natural language
text. A natural language auto-encoder consists of an activation verbalizer and an activation
reconstructor, which are used to directly map internal residual stream activations into human-
readable text and back. In this way, we can decode these activations to read the thoughts of
LLMs.

Another line of research focuses on reasoning without text, called latent reasoning or
implicit reasoning. In standard reasoning, as we defined earlier, a reasoning path consists of a
sequence of text steps. In latent reasoning, this process happens internally before the model
speaks. This is achieved either by replacing discrete tokens with continuous vectors or by
generating actual text words in the background that are kept hidden from the user. Here we
present some of these methods.

• One of the simplest ideas is the use of “pause tokens”. As is standard in autoregressive
generation, a language model gets one step of internal calculation for every word it
outputs. Interestingly, it is discovered that if we feed the model dummy tokens (called
pause tokens), the model gets extra computational time to process information in its
hidden layers before it has to output the final answer [Goyal et al., 2024]. This shows
that LLMs could perform silent computations or latent thinking without generating real
words.

• Another approach uses knowledge distillation to compress explicit reasoning into hidden
states. For instance, the implicit chain of thought method trains a student model to
directly mimic the hidden internal states of a larger teacher model that is thinking out
loud [Deng et al., 2023]. As a result, the student model learns to skip generating the text.
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Alternatively, the LLM can also learn from itself using self-distillation techniques [Shen
et al., 2025]. We can force the latent thinking process to match the final hidden states of
the text-based reasoning. In both methods, latent thinking is embodied as a continuous
mathematical space: instead of generating a step-by-step sequence of readable text, the
model computes the reasoning steps using hidden vector-based representations.

• An alternative method to reason in continuous latent spaces is to use the chain of
continuous thought (COCONUT) paradigm [Hao et al., 2025]. In standard text
generation, the output of the final layer is converted into a discrete token, which is then
fed back into the first layer for the next step. This process forces the model to compress
its internal computation into a single token. COCONUT bypasses this step during the
reasoning phase. It takes the output vector from the last layer and feeds it directly back
into the input layer as a continuous thought. By repeating this process, the model
builds a chain of continuous vectors before it starts generating the final text answer.
Because continuous vectors can hold more information than discrete tokens, the model
can explore multiple reasoning paths at the same time without committing to a specific
token choice early on. This approach demonstrates that LLMs do not have to rely on
human language to solve complex problems. By keeping the reasoning process in a
continuous space, they can compute answers more efficiently.

• Instead of performing reasoning in a continuous space, we can also use normal text
tokens to represent internal thoughts. For example, in the Quiet-STaR method [Zelikman
et al., 2024], the model is trained to think quietly, right in the middle of reading or
writing normal text. The idea is simple: before the model predicts the next token, it
generates a short sequence of hidden “thought” tokens. You can think of this as an
inner monologue or a quick mental scratchpad that the user never sees. After generating
these hidden thoughts, the LLM uses them to help guess the actual next word. If these
thoughts help the LLM predict the correct word, the LLM is rewarded and learns that
this way of thinking is useful. If the thoughts are useless or confusing, the LLM learns
to discard them.

12.6.2 Memorization vs. Reasoning

When discussing LLMs, a question often arises: Is the model truly “thinking”, or does it simply
have a big memory and is reciting a similar answer it saw in its training data? This leads to the
discussion on comparing reasoning and memorization in LLMs.

Simply put, the difference between the two can be summarized as follows:

• Memorization is looking backward. The model adjusts its parameters to learn patterns
from the training data. When faced with a similar input, the model simply replays the
learned patterns.

• Reasoning is moving forward. Instead of searching for a ready-made answer, the model
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applies general rules and logic to build a chain of thought step by step. The core of
reasoning is generalization, even when facing a completely new problem that never
appeared in the training set, the model can solve it using logical tools.

In early deep learning research, this boundary was not always clear. For example, Zhang
et al. [2021] point out that deep neural networks have massive memorization capacity, easily
memorizing noisy data with completely random labels. For LLMs, given their huge model
sizes, they can not only memorize Wikipedia but also details hidden inside code repositories.

This memorization ability often disguises itself as reasoning. For example, if we prompt
an LLM with a classic algorithm problem but tweak the numbers slightly, the LLM might rely
on its memory inertia and output the original answer anyway, thus making a basic mistake.
This is often referred to as the “stochastic parrots” phenomenon [Bender et al., 2021], which
means that the LLM is blindly mimicking and stitching together memorized text without truly
understanding the underlying logic.

To better see the difference between memorization and reasoning, we can look at two
different dimensions.

1. Grokking and Generalization

When exploring how models transition from memorization to true understanding, researchers
has made an interesting discovery called “grokking” [Power et al., 2022]. They train a small
Transformer model to learn binary operations in abstract algebra (such as modular addition).
They notice a very interesting phenomenon: early in training, the model quickly reached 100%
accuracy on the training set, but its accuracy on the test set was almost zero. At this stage,
the model is clearly just memorizing equations by rote. However, if they do not stop training
and let the model continue looping over the data long past the point of overfitting, something
surprising happens. Suddenly, the test accuracy spikes to 100% in a very short time. The
model seems to experience an “aha moment”.

Further studies show that before this “aha moment”, the model parameters are messily
memorizing specific equations (like 2+3= 5) [Nanda et al., 2023]. But when grokking occurs,
the network internally develops a general mathematical representation using trigonometric
functions and Fourier transforms. It has found a universal algorithm that can explain all the
data.

This experiment tells us that reasoning does not appear out of nowhere. It often emerges
as a high-level generalization state when memorization hits a bottleneck, or after extensive
training, where the network organizes its parameters to find the most universal explanation.

2. The Cost Trade-off

From the perspective of information theory and computational efficiency, LLMs naturally
balance memorization and reasoning based on cost. On one hand, memorization requires more
parameter capacity. To memorize every fact in the world, the model size would need to grow
infinitely. On the other hand, reasoning requires more computational steps at inference time.
As long as a model memorizes the general rules of addition and multiplication, it can solve
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many math problems by taking such computational steps during generation.
Therefore, LLMs usually take the path of least resistance. For common facts, retrieving

the answer directly from parameters (or memory) is the fastest way. But for rare, multi-step
tasks, using System 2 thinking is a more suitable way.

This also explains why techniques like RAG have become popular. The essence of RAG is
to offload the burden of memory to an external database, and thus we can free up the parameter
space for reasoning. By separating knowledge retrieval from logical deduction, the LLM no
longer needs to memorize ever-changing external facts. Instead, it knows how to look things
up and process them.

12.6.3 Can LLMs Truly Reason?
The question of whether LLMs can truly reason is one of the most debated topics in AI today.
When we see an LLM perfectly solve a math problem or write a complex schedule, it is very
tempting to believe that it understands the world just as a human does. However, to answer
this question, we must look at how these models actually work.

Essentially, LLMs work by predicting the next word. Because these models have processed
massive amounts of text, they have completely mastered the rules, grammar, and structure
of human language. In cognitive science, this is known as formal linguistic competence
[Chomsky, 1965; Mahowald et al., 2024]. They know exactly how words should be logically
ordered. However, they struggle with functional linguistic competence, which is the ability to
use language to understand and navigate the real world [Kambhampati et al., 2024]. Unlike
humans, who learn by physically interacting with their environment, LLMs only know the
underlying patterns of text. Because they are not grounded in the real world, they lack a true
understanding of physical space and strict cause-and-effect [Mahowald et al., 2024].

This limitation becomes obvious when we test LLMs on planning tasks [Valmeekam et al.,
2023]. For example, for classical planning problems, such as moving colored blocks on a table
into a specific stack, the LLM can often solve the problem if it uses common words they had
seen in their training data. But if the names of the blocks and the actions are replaced with
nonsense words, the performance dropped drastically [Kambhampati, 2024]. A true reasoning
system would not care about the names, because the underlying mathematical logic is exactly
the same. The LLM fails because its familiar text pattern is broken.

Furthermore, techniques like CoT prompting force the model to output a step-by-step
process. This shows some behavior of slow and deliberate human thought. But in reality,
the LLM is still just moving strictly forward, and predicts what a logical explanation usually
looks like. If the LLM makes a mistake or holds a biased assumption, it will often confidently
generate a flawed explanation simply to justify its wrong answer [Chen et al., 2025].

Ultimately, to answer whether LLMs can “truly” reason, we first need to define what true
reasoning actually means. If we expect LLMs to think exactly like humans, it is clear from the
discussion above that there are some differences. However, if we view reasoning purely as a
functional process, the answer changes. Reasoning can be defined simply as the ability to take
a complex problem, break it down, apply logical rules, and arrive at a correct conclusion. When
an LLM correctly solves a math equation step by step, or when it writes a logical piece of code
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to process data, it is executing a valid logical chain. Even if this ability emerges from training
large-scale neural networks rather than human-like cognition, the outcome is still successful
problem-solving. As LLMs grow larger and learn from more data, they move beyond simply
memorizing answers and start capturing the underlying rules of logic.

12.7 Summary
In this chapter, we have presented how to apply LLMs to reasoning, which is considered one
of the most challenging tasks in NLP. In particular, we have discussed methods of improving
reasoning abilities in the training and inference phases. We have also studied evaluation
methods for reasoning LLMs, as well as some open problems.

The finding that LLMs can explicitly map out their reasoning steps has inspired new
research directions and practical applications. Instead of viewing reasoning only as a way to
answer isolated questions, current research treats reasoning as a tool that drives more complex
and autonomous behaviors.

First, reasoning has been closely related to the concept of “long thinking”, which fun-
damentally changes how computational power is used in LLMs. As we discussed earlier in
Section 12.3, by giving models more time and computational power to think, they can solve
much harder problems. This brings a big change to how LLMs work: we now need to figure
out how to best distribute computing power while the model is generating an answer, rather
than just during its initial training. Solving this at the system level is beyond the scope of this
book. However, building highly efficient reasoning models that know how much time to spend
thinking is a very promising and practical research direction.

Second, the ability to reason has been the basis of agentic reasoning, where LLMs stop
being passive answering machines and become active participants in an environment. In
standard text generation, reasoning is a straight line from prompt to answer. Agentic reasoning,
by contrast, operates in a continuous loop of thinking, acting, and observing [Yao et al., 2023].
However, this loop leads to big challenges. The issue is that LLMs can easily get lost or stuck
in the loop. They might repeat the same mistakes, make bad plans, or not know how to recover
from failures when an action fails [Shinn et al., 2023]. Keeping the model on track over a long
time is still very hard.

Third, reasoning directly enables tool-augmented reasoning, which solves the limitations
of LLMs, such as their inability to perform precise math or access real-time facts. Instead of
forcing the LLM to guess an answer, we can train the LLM to recognize its own limits and
write code [Gao et al., 2023] or call external APIs [Schick et al., 2024] to do the heavy lifting.
However, the main problem is teaching the LLM when it needs a tool and which one to pick
out of many [Qin et al., 2024]. Also, if a tool breaks or returns weird data, the LLM must be
smart enough to catch the error and try again, rather than just trusting the bad result.
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